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Abstract

Automated fake-news detection is increasingly required because the volume and speed of online content exceed the
capacity of manual verification. This study presents a controlled comparison between three conventional machine-learning
classifiers—Naive Bayes, Logistic Regression, and Random Forest—and a fine-tuned DistilBERT transformer. The
conventional models were trained using TF-IDF representations, whereas DistilBERT was fine-tuned directly on tokenized
text. Data derived from the LIAR and ISOT fake-news datasets were processed through a common experimental pipeline
and evaluated on a held-out test split using accuracy, precision, recall, and F1-score. The reported results show accuracies
of 95.67%, 97.93%, and 97.67% for Naive Bayes, Logistic Regression, and Random Forest, respectively, while DistilBERT
achieved 99.00%. The trained DistilBERT model was further integrated into a Streamlit application that returns a
Real/Fake prediction and an associated confidence score, with a token-level explanation view available in the interface.
The study therefore provides a compact benchmark of frequency-based and contextual text representations under a
common workflow and demonstrates a lightweight path from model evaluation to interactive deployment.
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1. Introduction

The rapid circulation of online information has made
misinformation detection a persistent problem for news
platforms, social networks, and fact-checking organizations.
Rumors and unverified claims can propagate quickly dur-
ing emerging events [18], while corrections may receive
substantially less attention than the original false content
[19]. Fake news broadly includes fabricated or misleading
textual content presented in a form that resembles legit-
imate reporting or factual communication [24]. Because
the volume of online text is too large for exhaustive man-
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ual verification, automated text-classification methods can
serve as a first-stage screening mechanism.

Classical fake-news detection systems commonly rely
on Naive Bayes, Logistic Regression, Support Vector Ma-
chines, Random Forests, and related classifiers trained on
bag-of-words, n-gram, or TF-IDF representations [11], [23]
[26] . Such methods are computationally efficient and of-
ten provide strong benchmark performance. Their main
limitation is representational: TF-IDF encodes term oc-
currence and document frequency but does not explicitly
model the contextual interaction among words. Conse-
quently, two statements with similar lexical content but
different meaning can remain difficult to distinguish using
frequency-based features alone.

Transformer architectures address this limitation by
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learning contextualized token representations. BERT jointly
conditions each token representation on the surrounding
sequence [1]. DistilBERT compresses BERT through knowl-
edge distillation, reducing the parameter count by approxi-
mately 40% while retaining much of the teacher model’s
language-understanding capability [2]. This makes Distil-
BERT attractive when contextual modeling is required but
available computational resources are limited.

The objective of this work is not to propose a new
transformer architecture, but to evaluate classical TF-IDF
baselines and a compact transformer under a common
experimental workflow and then demonstrate deployment
of the strongest reported model. The main contributions
are as follows:

 a unified comparison of Naive Bayes, Logistic Regression,
Random Forest, and fine-tuned DistilBERT under a
common train/validation/test protocol;

e a consistent text-cleaning and label-normalization work-
flow for data derived from the LIAR and ISOT datasets;

e evaluation using accuracy, precision, recall, and F1-
score, together with confusion-matrix and ROC-curve
visualizations; and

e deployment of the trained DistilBERT classifier through
a Streamlit interface for interactive prediction and qual-
itative token-level explanation.

2. Related work

Fake-news detection has been studied using content-
based, social-context-based, and knowledge-based approaches
[22]. Zhou and Zafarani [25] provide a broad taxonomy of
these directions, while Islam et al. [20] review deep-learning
approaches for misinformation detection on social networks.
Classical supervised approaches remain relevant because
of their modest computational requirements. Benchmark
studies have compared multiple machine-learning classifiers
for online fake-news detection [13], and ensemble-based
methods have also been investigated to improve robustness
through engineered features [6].

Deep neural architectures were introduced to capture
sequential and semantic structure that is not represented
by sparse frequency vectors. Hybrid CNN-RNN methods
[12], multi-feature deep-learning systems [14], and semi-
supervised convolutional models [15] have all been reported
for fake-news classification. Transformer-based models fur-
ther strengthen contextual representation. FakeBERT and
related BERT-based architectures demonstrate the value
of pretrained contextual encoders for social-media misin-
formation detection [7], [9], [10]. Rai et al. [17] combined
transformer-based representations with sequence modeling,
while Shishah [21] adapted BERT-based classification to
Arabic fake-news detection.

The literature has also moved toward multimodal and
explainable systems. Kumari and Ekbal [16] combine mul-
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tiple modalities, whereas explainability techniques can be
used to expose token- or feature-level contributions to indi-
vidual predictions. The present study focuses on a narrower
but practically relevant question: how a compact contex-
tual model compares with widely used TF-IDF baselines
when all models are evaluated within the same application-
oriented workflow.

3. Conventional baselines and study motivation

The conventional track uses TF-IDF features with
Naive Bayes, Logistic Regression, and Random Forest clas-
sifiers. These models are inexpensive to train and are
suitable for reproducible baseline experiments, but the rep-
resentation remains primarily lexical. Sequence-based and
transformer models can capture richer linguistic dependen-
cies, although they require greater computational resources.
The proposed framework therefore retains the classical mod-
els as transparent reference points and evaluates whether
the additional cost of contextual representation is accom-
panied by improved predictive performance.

4. Proposed framework

Each input text first passes through basic normalization.
The framework then branches into two modeling tracks.
In the classical track, the normalized text is transformed
into TF-IDF vectors and used to train Naive Bayes, Lo-
gistic Regression, and Random Forest classifiers. In the
transformer track, the text is processed by the DistilBERT
tokenizer and the pretrained encoder is fine-tuned for bi-
nary classification. The standard TF-IDF weight is given

by (1).
TF-IDF(t,d) = tf(t,d) log <d?{t>> , (1)

where tf(¢,d) denotes the term frequency of term t in
document d, N is the number of documents, and df(¢) is
the document frequency of t.

All models are evaluated on the same held-out test
partition using the same performance criteria. The re-
ported best-performing model, DistilBERT, is then exposed
through a Streamlit interface for interactive inference. Fig-
ure 1 summarizes the complete pipeline.

5. Methodology

The experimental workflow consists of data acquisition,
preprocessing, representation learning, model training, vali-
dation, testing, and deployment. Duplicate records, HTML
elements, URLs, punctuation, and repeated whitespace are
removed during normalization. Lowercasing and stop-word
removal are applied to the conventional machine-learning
track. The transformer track uses DistilBERT’s own sub-
word tokenization and therefore should preserve the tok-
enization assumptions of the pretrained model.
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Figure 1: System architecture of the comparative fake-news
detection pipeline.

After preprocessing, the conventional models are trained
on TF-IDF features. DistilBERT is fine-tuned end to end
using tokenized sequences. Model selection and tuning
are carried out using the validation partition, while the
test partition is reserved for final reporting. This separa-
tion is necessary to reduce optimistic bias in the reported
performance.

5.1. Dataset description and label mapping

The study uses data derived from the LIAR [3] and
ISOT [4] fake-news datasets. LIAR contains short fact-
checked political statements with multiple truthfulness
labels, whereas ISOT contains real and fake news articles.
In the reported implementation, the task is reduced to
binary classification with labels Real News (0) and Fake
News (1). The data are divided into 80% training, 10%
validation, and 10% testing partitions.

Because LIAR and ISOT have different source struc-
tures and label schemes, the exact merge rule, class bal-
ance after merging, and duplicate-handling policy should
be retained in the released preprocessing script to ensure
reproducibility. The present manuscript reports the binary
label mapping and split ratios used in the implementation.

Raw News Text
Title and statement

{

Lowercasing

{

Removal of URLs, HTML Tags,
and Special Characters

{

Punctuation Removal

{

Tokenization

{

Stopword Removal

{

Lemmatization

{

Cleaned and Normalized Text

Figure 2: Data preprocessing workflow used before model
training.

6. Data preprocessing

Figure 2 illustrates the preprocessing workflow. The
principal operations are URL and HTML removal, lowercas-
ing, punctuation cleanup, tokenization, stop-word removal,
lemmatization, whitespace normalization, and construction
of the final cleaned text field. Records are shuffled before
partitioning into training, validation, and test subsets.

6.1. System architecture

The overall architecture follows a sequential pipeline
from data ingestion to deployment. A shared preprocess-
ing stage feeds two branches: a sparse-feature branch for
the classical models and a contextual-embedding branch
for DistilBERT. Both branches terminate in a common
evaluation stage. This design keeps the train/test protocol
consistent while allowing different feature representations
and learning algorithms to be compared.

6.2. DistilBERT fine-tuning

DistilBERT is obtained through knowledge distillation
from BERT [1], [2]. The model uses six transformer encoder
layers with a hidden size of 768. As shown in Figure 1,
tokenized input is converted to input IDs and attention
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Table 1: Performance comparison of the evaluated classifiers

Model Acc. (%) Prec. (%) Rec. (%) F1 (%)
Naive Bayes 95.67 95.67 95.67 95.67
Logistic Regression 97.93 97.93 97.93 97.93
Random Forest 97.67 97.67 97.67 97.67
DistilBERT 99.00 99.00 99.00 99.00

masks, processed by the encoder stack, and mapped to a
binary class prediction through a classification head.

The implementation uses the Hugging Face Transform-
ers library with PyTorch. Fine-tuning is reported for 12
epochs with a batch size of 16, a learning rate of 1072,
and a maximum sequence length of 256 tokens. For binary
classification, the cross-entropy objective is written as (2).

n

1 R .
L=—— D lyilog(@i) + (1 — i) log(1—9:)],  (2)
i=1
In (2), n is the number of training examples, y; € {0,1} is
the ground-truth label, and §; is the predicted probability
for sample 1.

7. Results

The four models are evaluated using accuracy, preci-
sion, recall, and Fl-score. With true positives (TP), true
negatives (TN), false positives (FP), and false negatives
(FN), the metrics are given by (3)- (6).

TP+ TN

A =

Y = TP Y TN+ FP+ FN’ (3)

TP
Precision = ————— 4
recision = - (4)

TP

l=—

Reca TPLFN (5)
Fl— 2Precisi0n x Recall (6)

Precision + Recall

Table 1 shows that all three conventional baselines
achieved high reported classification scores, with Logis-
tic Regression providing the strongest classical result at
97.93% accuracy. DistilBERT achieved the highest re-
ported score, with 99.00% for all four metrics. Relative
to Logistic Regression, this corresponds to an absolute
accuracy improvement of 1.07 percentage points.

Figure 3 shows the reported training and validation
accuracy over the 12 fine-tuning epochs. Figure 4 provides
a visual comparison of the tabulated metrics, while Figure 5
shows the ROC curves reported for the four classifiers.

8. Discussion

The conventional classifiers perform substantially above
chance and remain attractive when training cost, inference
latency, or implementation simplicity is the dominant con-
cern. Their reported scores are also relatively close to one
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Figure 3: Training and validation accuracy of DistilBERT
across fine-tuning epochs.
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Figure 4: Vector-quality comparison of accuracy, precision,
recall, and F1-score across the evaluated models.

another, which is reasonable because all three operate on
the same TF-IDF representation.

DistilBERT provides the highest reported performance
in Table 1. The main methodological distinction is its use of
contextual self-attention rather than fixed frequency-based
features. This allows token representations to depend on
surrounding words and can be advantageous for short or
semantically ambiguous claims. The improvement must
nevertheless be interpreted together with the higher fine-
tuning cost and the need for careful reproducibility controls,
including a clearly documented dataset merge procedure
and consistent reporting of test-set metrics.

The ROC figure reports an AUC of approximately 0.95
for DistilBERT, compared with approximately 0.66—0.74
for the classical baselines. These values provide a threshold-
independent view of ranking performance and complement
the point metrics in Table 1.

The fine-tuned DistilBERT model is integrated into a
Streamlit application so that users can submit a news state-
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Figure 5: ROC curves reported for the four evaluated
classifiers.
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Figure 6: Streamlit interface for real-time fake-news
prediction.

ment and receive a Real/Fake prediction with an associated
confidence score. Figures 6 and 7 show the input and predic-
tion interfaces. The application also includes a token-level
explanation view, illustrated in Figure 8. This explanation
should be treated as a qualitative aid unless a separate
quantitative explainability evaluation is performed.

The framework can support online news verification,
social-media monitoring, digital journalism, fact-checking
workflows, news aggregation, educational demonstrations,
and content-moderation research. The deployed interface
lowers the technical barrier for testing individual claims,
while the modular design allows the classifier to be replaced
or extended without redesigning the entire application.

At the same time, model output should not be inter-
preted as an independent factual verdict. Benchmark clas-
sification performance can be influenced by source-specific
lexical cues, time-period effects, dataset leakage, duplicated
content, and differences between the LIAR and ISOT data
distributions. A deployed system therefore benefits from
human review and, where possible, evidence retrieval or
source verification in addition to text classification.

Future work can evaluate larger pretrained encoders
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Figure 7: Streamlit prediction output showing the predicted
class and confidence.
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Figure 8: Token-level explanation interface used to inspect
the model prediction.

such as RoBERTa or DeBERTa, extend the system to
Indian regional languages, and incorporate multimodal
evidence from images or video [16]. Additional priorities
include more rigorous explainability evaluation, calibration
of prediction confidence, deployment through a REST API,
and periodic retraining on temporally newer data. Cross-
dataset evaluation would also help determine whether the
reported performance transfers beyond the training distri-
bution.

9. Conclusion

This study compares three TF-IDF-based machine-
learning baselines with a fine-tuned DistilBERT classi-
fier for fake-news detection under a common experimental
workflow. The reported results place the classical models
between 95.67% and 97.93% accuracy, while DistilBERT
achieves 99.00%. The comparison illustrates the practi-
cal benefit of contextual representation while retaining
computationally inexpensive baselines for reference.

The work also extends beyond offline benchmarking by
integrating the trained DistilBERT model into a Streamlit
application for interactive prediction and qualitative token-
level explanation. The resulting framework provides a
compact basis for future work on multilingual, multimodal,
calibrated, and cross-dataset misinformation detection.
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